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SAMPLE DOCUMENT — FOR STUDENT REFERENCE ONLY
D3- Technical Architecture Document
PS3: Fund Flow Tracking for Fraud Detection  |  Team: GraphSentinel


How to use this sample:
This document shows the level of detail expected in your D3 Technical Architecture submission. You need: (1) a system diagram showing all components and data flow, (2) a tech stack table, and (3) brief justification for your key technical choices. Replace all content below with your own solution details.

	1. SYSTEM OVERVIEW — WHAT THE SYSTEM DOES



GraphSentinel is a Fund Flow Tracking and Fraud Detection system built for PS3. It ingests simulated bank transaction data, models account relationships as a graph, applies ML-based pattern detection, and visualises suspicious fund flows for fraud investigators.

	2. HIGH-LEVEL ARCHITECTURE DIAGRAM



The system has 5 layers. Data flows from left to right: Ingestion → Processing → Graph Engine → Detection → Presentation.

	LAYER 1 — DATA INGESTION
	Synthetic Transaction CSV
· Account IDs (anonymised)
· Transaction amount & timestamp
· Transaction type (NEFT/RTGS/UPI)
· Source & destination branch
	Account Metadata (Simulated)
· Account type (savings/current)
· KYC status
· Account age
· Declared income bracket
	Historical Anomaly Labels
· Manually tagged suspicious txns
· Used for supervised model training
· 5% of dataset flagged as anomalous
· Source: public fraud dataset (Kaggle)






▼  Data Cleaning & Normalization (Pandas)  ▼


	LAYER 2 — GRAPH CONSTRUCTION (NetworkX / Python)
	Nodes
· Each unique bank account = 1 node
· Node attributes: account type, KYC status, age
· ~8,000 nodes in test dataset
· Dormant accounts flagged separately
	Edges (Transactions)
· Each transaction = 1 directed edge
· Edge weight = transaction amount
· Edge attributes: timestamp, type, channel
· Multi-edges allowed (multiple txns between same accounts)






▼  Graph Analytics + ML Inference  ▼

	LAYER 3 — FRAUD PATTERN DETECTION ENGINE
	Pattern 1: Circular Transactions
· Detects round-trip fund flows
· A → B → C → A within 24 hours
· DFS cycle detection on directed graph
· Alert: 'Round-tripping detected'
	Pattern 2: Rapid Layering
· Detects funds split across 5+ accounts
· Within a 2-hour window
· Betweenness centrality analysis
· Alert: 'Layering pattern detected'
	Pattern 3: Dormant Account Activation
· Account inactive >180 days
· Suddenly receives high-value transfer
· Then immediately disburses to 3+ accounts
· Alert: 'Dormant account reactivated'



ML Model: Random Forest classifier trained on graph-level features (node degree, clustering coefficient, transaction velocity, PageRank score). F1: 0.83 on synthetic test set.



▼  Results + Evidence Package Generation  ▼

	LAYER 4 — INVESTIGATION DASHBOARD (Streamlit)
· Interactive graph visualisation (Pyvis)
· List of flagged transactions with risk score
· Click any flagged node to see full fund journey
· Timeline view of suspicious activity
· Export flagged subgraph as PNG for reports
	LAYER 5 — EVIDENCE PACKAGE OUTPUT
· Auto-generated PDF report per flagged case
· Includes: account IDs, transaction timeline, graph diagram, pattern detected, risk score
· Formatted as a simulated FIU-STR report structure
· NOT connected to real FIU — simulation only



	3. TECH STACK SUMMARY



	LAYER
	TECHNOLOGY
	WHY THIS CHOICE

	Data Ingestion
	Pandas 2.0 + Python 3.11
	Fast CSV processing; familiar to the team; easy to swap for DB connector later

	Graph Engine
	NetworkX (Python)
	Open-source, no DB setup needed for POC; supports directed multigraphs; easy to visualise

	ML Model
	Scikit-learn Random Forest
	Interpretable feature importance; works well on tabular graph features; fast inference

	Visualisation
	Pyvis + Streamlit
	Pyvis renders interactive network graphs in browser; Streamlit for rapid dashboard prototyping

	Evidence Export
	ReportLab (Python PDF)
	Programmatic PDF generation; no external dependencies

	Data Storage
	CSV files (POC)
	No DB setup required; production version would use PostgreSQL + Neo4j

	Deployment
	Streamlit Cloud (free tier)
	Zero-cost public hosting; shareable link; no DevOps required for POC



	4. KEY TECHNICAL DECISIONS & JUSTIFICATION



Why NetworkX and not Neo4j?
Neo4j is the production-grade choice for graph databases and we acknowledge this. For our POC, Neo4j requires a running server, schema setup, and Cypher query language - adding setup complexity. NetworkX runs entirely in Python with no external dependencies and is sufficient to demonstrate the graph analytics logic. Our architecture is designed so the NetworkX layer can be replaced with Neo4j in production without changing any upstream or downstream components.

Why Random Forest and not Graph Neural Networks (GNNs)?
GNNs (e.g., GraphSAGE, GAT) would be the ideal production approach for this problem. However, they require significantly more training data and compute than our POC scope allows. Our Random Forest model uses engineered graph features (node degree, clustering coefficient, PageRank, transaction velocity) as input - these features capture the structural information a GNN would learn automatically, at a fraction of the compute cost. We plan to explore GNNs in Phase 3 with real bank data.
Why synthetic data?
Union Bank cannot share real transaction data with student teams due to privacy and regulatory constraints. We generated 8,000 synthetic accounts and 250,000 synthetic transactions using statistical properties observed in published fraud research (transaction value distributions, timing patterns, graph density). Our anomaly injection rate (5%) matches published insider fraud base rates. The generation code is fully reproducible and included in the GitHub repository.

	5. KNOWN LIMITATIONS



· Not connected to any real banking system. All data is synthetic.
· Graph currently processes batch CSV - not a real-time stream. Production would require Kafka or similar.
· Pattern detection covers 3 fraud typologies; a production system would need 15-20+ patterns.
· No user authentication on the dashboard (acceptable for POC demo; not for production).
· Evidence PDF is a simulation of FIU-STR format - not legally compliant with actual RBI reporting requirements.
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